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The paper deals with a system for simultaneous people tracking and posture recognition in cluttered
environments in the context of human-robot interaction. We adopt no particular assumptions on the
movement of a person nor on its appearance, making the system suitable to several real-world applications.
The system can be roughly subdivided into two highly correlated phases: tracking and recognition. The
tracking is concerned with establishing coherent relations of the same subject between frames. We adopted
a version of particle filters known as Condensation algorithm due to its robustness in highly cluttered
environments. The recognition phase adopts a modified eigenspace technique in order to classify between
several different postures. The system has demonstrated to be robust in different working conditions and
permits to exploit a rich interaction between a human user and a robotic system by means of a set of natural
gestures.
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Introduction

The control of robotic systems has reached a high level of precision and accuracy, but often the high
complexity and task specificity are limiting factors for large scale uses. Today, robots are requested to be
both “intelligent” and “easy to use”, allowing a natural and useful interaction with human operators and
users. In this paper we present an approach for simultaneous people tracking and posture recognition in
cluttered environments in the context of human-robot interaction. Our system performs people tracking in a
static scene and it permits human users to interact with a robotic system by means of a rich set of natural
gestures. We impose no constraints on possible type of human motion or appearance. The system works
with a single color camera.
The automatic analysis of human actions has gained an increasing interest in the past years. A significant
part of this task is concerned with the process of human motion capture. The potential applications of
human motion capture cover several research fields with a broad range of possible applications, such as
surveillance, controlling interfaces and analysis of captured human motion ([6][7]).
In the literature there are several works on human motion capture through artificial vision systems
concerned with different application scenarios. These systems are usually based on the use on single or
multiple cameras ([3], [5], [9], [10]), infrared thermal images ([8]) and different types of tracking
algorithms ([1], [4]). The posture recognition techniques usually employed are those based on the
techniques of histogram projection ([2]) and principal component analysis ([11]).
The overall architecture may be roughly subdivided into two highly correlated phases: tracking and
recognition. The tracking is concerned with establishing coherent relations of the same subject between
frames. We have adopted the Condensation algorithm due to its robustness in highly cluttered
environments. The recognition phase adopts a modified eigenspace technique in order to classify between
several different postures.
The remaining of this paper is organized as follows. Section 2 outlines our approach for people tracking..
Section 3 describes the use of eigenspace technique for posture recognition. In section 4 we present the
experimental results in a real world scenario. Finally, section 5 briefly summarizes the paper and outlines
some future work.
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People Tracking

People tracking is basically about analyzing a video in which there are several people moving in different
conditions in different environments. Clearly, it is not possible to predict in advance the motion of a person.

Hence, it is not possible to use a motion equation which can describe several type of actions a human can
undertake.
One of the objectives of this project is the possibility to predict the position of a feature frame by frame,
knowing its previous trajectory. This can be achieved by using algorithms which can determine a suboptimal estimate of the state of a dynamical system, described only by approximate state-space equations,
given highly noisy image measurements. CONDENSATION (CONditional DENSity propagATION) is a
sampling algorithm particularly suited for near real-time feature tracking of foreground objects as they
move in substantial clutter ([1]). This algorithm is a version of well-known particle filter algorithms
(Errore. L'origine riferimento non è stata trovata.)
For computational purposes, the propagation process must be set out in terms of discrete time t. The state of
the
object
at
time
t
is
denoted
as
xt
and
its
history
as
Xt = {x1,x2,…,xt}. Similarly, the set of image features at time t is denoted as zt with history Zt= {z1, z2, …,
zt}. Since we do not know the exact state of the object, this knowledge will be describe through a
probability function p(x) (Fig. 1).
The observed scene is continuously evolving, and the probability function is evolving in order to represent
states of the objects which change in time. This propagation is described in discrete domain through a
stochastic differential equation. By applying this equation, the probability density function p(xt) depends
only on the previous density function p(xt-1). In this way, the dynamics of the system is represented by the
process
density
p(xt | xt-1).
If
we
consider
the
observation
at
time
t,
zt
with
history
Zt= {z1, z2, …, zt}, for tracking purposes the state estimate will be updated at each time step by using these
observations. In such a way, we need to consider an a priori density p(xt | Zt-1) and an a posteriori density
p(xt | Zt). By applying the Bayes' rule we can formulate the a posteriori density as:
p ( zt | xt , Z t −1 ) p ( xt | Z t −1 )
p ( xt | Z t ) =
p ( z t | Z t −1 )
= kp ( z t | xt , Z t −1 ) p ( xt | Z t −1 ) = kp ( zt | xt ) p ( xt | Z t −1 )

in which k is a normalization factor. We have also applied some simplifications using the hypothesis on
conditional independence of the measurements.
The a priori density p(xt | Zt-1) is the result of applying the dynamical model of the system to the a posteriori
density p(xt-1 | Zt-1) of the previous time step:

Figure 1: Probability density function describing the state of a dynamic system (one-dimensional case)

p(x t | Zt −1 ) = p(x t | x t −1)p(x t −1 | Zt −1)dx t −1

The complete tracking scheme proceeds by first calculating the a priori density p(xt | Zt-1) by using the
state-space equation of the dynamics of the system, and then evaluates the a posteriori density p(xt | Zt)
given the new observations (Fig. 2).
In general, it is too complicated to calculate the a posteriori density p(xt | Zt). In order to cope with these
difficulties, the major part of the algorithms which exploit the Bayesian approach assume Gaussian
probability densities and linear state-space models, such as the well-known Kalman filter. However, in
most real-world problems with non linear state-space equations and cluttered backgrounds, the Kalman
filter yields to poor results. The Condensation algorithm has been designed in order to operate in the most
general cases.

Condensation applies iteratively the factored sampling in order to compute the a posteriori density p(xt | Zt).
In the factored sampling we express a density probability as
f ( x) = f 2 ( x) f 1 ( x), x ∈ X
From
f1(x)
we
take
at
random
a
set
s = { s(1), s(2), …, s(N)} with s(n)∈X. By taking a sample s(j) with probability (weight):

π ( n) =

f 2 (s (n) )
N
1

f 2 (s (n) )

of

samples

, n = {1,..., N }

from the set s we compute the new set of samples s'. This new distribution tends to the distribution f(x) as
N
. In the former equation, f1(x) corresponds to the a priori density p(xt | Zt-1), while f2(x) corresponds to
p(Zt | xt), hence relative to the measurement process.
In the following, we will illustrate the steps of the Condensation algorithm.

Figure 2: The tracking scheme consists of a prediction phase and an update phase

2.1

The CONDENSATION algorithm

The figure 3 describes the iterative process applied to the set of samples. In the upper part of the diagram
we have the outputs of the algorithm at time t-1 which represent the weighted set of samples {s(n)t-1, (n)t-1,
n=1,…,N}.
The first operation (initialization) is to sample N times from the set of samples s(n)t-1, choosing a given
element with probability (n)t-1 (weight). It is possible to choose several times the same element based on the
value of its weight.

Figure 3: Schematic view of one step of the Condensation algorithm

Each new sample chosen from the new set is then given to the prediction phase. First, an element is subject
to a deterministic drift: identical elements from the new set are subject to the same amount of drift. The
second predictive step is the diffusion (propagation) which is casual. This phase generates a new set of
samples s(n)t based on the dynamical process p(xt | xt-1).
The observation (measurement) phase applies the factored sampling by generating weights from the
observation density p(zt | xt) in order to obtain a complete set of samples at time t (s''). Weights of each
element of s'’ are calculated by using the Euclidean distance between the common elements from st’ and zt.
As the observation density it is possible to use the following (a truncated Gaussian, Fig. 4):
−

1

2
πnt = e 2σ

ρ

u2

u<δ
otherwise

u = min | s t'( n ) − z t( m ) |
(m)

Figure 4: A truncated Gaussian suitable for representing the observation process

The last phase is the selection phase in which we compute the samples of the final set. This is done by
computing the normalized cumulative probabilities in order to have n (n)t-1 = 1,

ct( 0 ) = 0

ct( n ) = ct( n −1) + π t( n )
ct( n ) =

ct( n )
, n = {1,..., N }
ct( N )

The samples which constitute the final set of the algorithm are selected by performing the following simple
steps:
1. generate a casual number r∈[0,1] from a uniform distribution;
2. find the smallest j for which ctj >= r (using a simple binary search);
3. select the sample for which st’’(n) = st‘(y).

3

Posture Recognition

People tracking is usually followed by recognition of its actions, which is a rapidly growing research area,
in particular in the fields of video surveillance. Several techniques for the analysis and recognition of
human postures have been proposed in the literature. In this work we will adopt a technique based on
eigenspaces [11] proposed in the context of face recognition.
The computation of the eigenspaces is based on the vectorization of an image I(x,y) of dimension NxN in
order to obtain a vector of dimension N2. By exploiting the fact that images representing different human
postures have similar characteristics it is possible to describe such images in a linear subspace with lower

dimensionality M<<N2. This can be done by using the Principal Component Analysis (PCA). The idea is to
find those vectors which best represent the entire space of human posture images.
We
denote
the
original
set
of
vectorized
images
as
=(1/M) M.
1, 2, …, M and its mean value as
The difference between each image and the mean image is given by j = j – which we group together
in the matrix A = [ 1, 2, …, M], where M is the number of the images in the training set.
Given the high dimensionality of this space, we use the PCA to obtain the eigenvectors and correspondent
eigenvalues of the associate covariance matrix:
1 M
T
T
C=
n
n = AA
M n =1
This matrix has the dimension of N2xN2 and its computationally hard to obtain its N2 eigenvectors.
Fortunately, it is possible first to compute the eigenvectors of a matrix MxM. Consider the eigenvectors vi
of the matrix AAT such as:

A T Av i = µ i v i

By multiplying both sides by A we obtain:

AA T Av i = µ i Av i

from which we can assert that Avi are the eigenvectors of the matrix C.
So we first construct the matrix MxM, L = ATA, where Lmn= mT n, and we find the eigenvectors vl of the
matrix L. By the linear combination of these eigenvectors we can obtain the eigenvectors of the original
image space ul:

ul =

M
k =1

v lk Φ k , l = 1,..., M

By this analysis, the number of computation is greatly reduced from the number of the image pixels (N2) to
the number of images in the training set (M). It is clear that in the most applications M<<N2. Next we will
show how to use this technique in order to classify images of human in different postures.
PCA generates a linear subspace spanned by M' eigenvectors corresponding to most significant eigenvalues
of the covariance matrix of the images in the training set. Each new image will be transformed in terms of a
linear superposition of the chosen eigenvectors by the following operation:

ω k = u Tk (Γ − Ψ ) , k = 1,..., M '

These
weights
are
then
put
together
in
a
vector
T
= [ 1, 2, …, M’] which describe the contribution of each eigenvector relative to the input image. This
space forms a base space for the images.
This vector can be used in addition to any classifying algorithm to find the training-set image which better
describe the input image. The simplest method consist in finding the class k which minimizes the Euclidean
distance:
ε k =|| ( − k ) ||
where k is the vector describing the kth class of posture images (which can be seen as mean value of
eigenspace representations of several images belonging to the same class).
If the minimum value of k is bellow a threshold then a known posture has been individuated. Otherwise,
the posture is classified as unknown. Naturally, it is a good practice to introduce a second threshold which
permits to discriminate between posture images and non-posture images.

4

Experimental Results

In order to validate our approach, we have performed several experiments of people tracking and posture
recognition in different conditions. Our setup is composed of a single uncalibrated color camera. However,
we have adopted some restrictions on people motion and appearance. Nevertheless, the overall system is
still sufficiently general to be adopted in different practical applications.

People to be tracked are free to move inside the vision field of the camera. The motion velocity is not
allowed to be high. We set no restrictions on the motion of body parts. There can be several people in the
same scene.
The appearance assumptions are concerned with the scene. We hypothesize a constant illumination with a
static background. Furthermore, we need no information about camera parameters.
The system has been implemented in Matlab programming language with several time-consuming
procedures implemented in C. The system runs at nearly 10 fps which we claim is sufficient for the type of
domestic applications which we are interested in.
For tracking purposes we perform the technique of background subtraction which is used to initialize the
Condensation algorithm. Image processing techniques are then used to extract the silhouette of the detected
objects composed of a series of blobs which number depends on the luminosity conditions of the scene
(Fig. 4)
The adopted technique exploits these blobs in order to instantiate a search window which isolate the person
from the rest of the scene. The search window tracks the person until it is in the visual field of the camera
by using the Condensation algorithm. This is done by explicitly tracking five characteristic points which
delineate the person to be tracked using a dynamic model as explained in the following.
We denote with s(t) the time-variant position of a moving point. The Taylor expansion of s(t) is given by:
1
s (t ) = s (0) + s (0)t + s (0)t 2 + ...
2
with s (0) and s (0) , velocity and acceleration of the point at time 0 respectively. In the case of visual
tracking this series is usually truncated to first order terms as:

s (t ) = s (0) + v (0)t

where v(0) is the initial velocity of the point.
If we consider a sampling rate T, the acquisition of a new frame is done by using the relation tk=tk-1+kT.
Hence, the position of the point will be characterized by its coordinates (xk, yk) at time k, and the velocity
(vxk, vyk) as in the following relation:

x k +1 = x k + v x ,k ∗ T

y k +1 = y k + v y ,k ∗ T
Therefore, the state vector of the moving point is given by:
X = xk

yk

v x,k

v y,k

Figure 4: Left, an example background, Right, the result of subtraction algorithm with the boundary box initialized around the person

However, this representation is fairly simplified to account for real world motion of a point. Hence, we
must consider the superposition of the ideal movement with zero acceleration with a white noise which
models the uncertainty of the model and the fact that the acceleration is usually not zero.
If we denote with Wk a white Gaussian process with zero mean and covariance matrix Q, the state-space
dynamical model of the system can be described as follows:

x k = Φx k -1 + Wk
where
1 0 T
Φ=

0

0 1 0 T
0 0 1

0

0 0 0

1

In addition to the dynamical model, we must also specify the measurement equation, which in our case is
given by the following:
Z k = Hx k + U k
where Zk is the measurement vector, H is the matrix which links the state vector and the measurements at
time k, while Uk is the noise matrix which is initially supposed as Gaussian process with zero mean value
and covariance matrix R.
Since we can only observe the position of the characteristic point, the matrix H is given by:
H =

1 0 0 0
0 1 0 0

The features we have used for the tracking are the barycentre of the boundary box of the person and its four
extreme points (left, right, up, down) as shown in Fig. 5. The figure 6 shows the case of tracking several
people contemporarily.

Figure 5: Characteristic points tracked by the Condensation algorithm

Figure 6: An example of tracking several people contemporarily

However, when tracking several people, the occlusions may occur. The Condensation algorithm is
particularly suited for this kind of situations as depicted in the figure 7.

Figure 7: Successful treatment of occlusions in our algorithm

We have also analyzed our algorithm with the well-known CAVIAR database with successful results (Fig.
8).

Figure 8: Tracking with CAVIAR database

Posture recognition in our system is done by using the eigenspace technique as described before. As soon
as the tracking algorithm individuates a person to track, the system also estimates its posture. The posture
recognition phase is interrupted only when there is an occlusion, which is readily detected by the tracking
algorithm as a superposition of two or more boundary boxes. In this case, the system outputs the last
estimated posture before the occlusion has occurred.

Figure 9: A part of our training-set for posture recognition

Figure 9 shows some of the images in our training set used in the posture recognition. We are currently
estimating seven different postures. These postures can be used as a means for human-robot interaction.
The eigenspace approach has proven to be successful by using only 12 principal eigenvectors. However,
with a uniform background, the algorithm has showed satisfactory results even with only 5 principal
eigenvectors. Figure 10 shows the mean image of our training set together with the chosen principal
components.
Having computed the eigenspace, it is possible to perform the process of posture recognition which works
together with the tracking algorithm. Given an image of a person extracted from the boundary box of the
tracking algorithm, this is first projected onto the eigenspace and then classified as belonging to one of
seven known classes.
In order to increase the robustness of the algorithm we have slightly modified the computation of the
distance between the input image and the templates from the training set.
We have adopted a normalized weighted distance as:.

ε k =|| nλ T (

−

k ) ||

in which n T is the vector of normalized eigenvalues, is the vector of weights relative to the image to be
classified and k is the vector of weights relative to the kth silhouette of the training set. These values are
given as input to the well-known k-nearest-neighbour, with the value of k chosen to be 5. The following
figures depicts the complete process of tracking and posture recognition.

Figure 10: Left, the mean image of the training-set; right, 12 principal components extracted from the training-set

Figure 11: Several examples of the complete process of tracking and posture recognition in different working conditions

The system yields to an average recognition rate of 95% which makes it useful in several real-world
applications. Table 1 shows the recognition rate computed for each posture.
Table 1: Successful recognition rates for each posture

Posture type
Standing
Pointing left
Pointing right
Stop (pointing both left/right)
Left arm raised
Right arm raised
Both arms raised
AVERAGE:

5.

Success rate
98%
95%
94.5%
96%
92%
93%
97%
95.07%

Conclusions and future work

In this paper we have presented a system for people tracking and posture recognition in the context of
human-robot interaction. The system has demonstrated to be robust in different working conditions and
permits to exploit a rich interaction between a human user and a robotic system by means of a set of natural
gestures. Currently we are working on integrating the recognition of dynamic gestures (i.e. Italian Sign
Language, LIS) into the proposed system.
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